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2.1 Co-movements and AT dynamics: You
ain’t in Kansas any more!

We had seen in the previous lecture that one could use quasi-ML
estimation to derive estimates for β and p for the model

z =Xβ + u, with u » D1 (0,Σ) , (1)

where Σ is the T £ T autocovariance matrix. We assume that
ut (t = 1, 2, . . . , T ) is mean-reverting, so thatΣ has a symmetric
Toeplitz structure. All the variables must be demeaned! u is not
observed, but we assume its ACF has the functional form

ρτ ¼
1¡ a [1¡ cos (ωτ )]

1 + bτ c
. (2)

What’s good about MLE? The advantage of adopting a
QML estimation technique is that we can call, asymptotically, on
the well-known properties of the MLE:
Under some regularity conditions, the θ̂ML ´ argθmax (logL (θ))

exhibits the following properties

1. Consistency
plim θ̂ML = θ.

2. asymptotic normal distribution

θ̂ML
a
; N

£
θ, I¡1 (θ)

¤
,

where the variance matrix I¡1 (θ) has the following property,
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3. asymptotic efficiency, the asymptotic variance achieves the
Cramer-Rao lower bound:

I (θ) = ¡E
·
∂2 logL (θ)

∂θ∂θ0

¸
If you read even an excellent textbook such as Hendry’s Dy-

namic Econometrics, you are likely to fixate on statements such as
“in many situation of practical relevance the likelihood
function is well behaved” p.377, and fail to pay much at-
tention to some of the graphs in the previous picture which are
generally dismissed as pathological.

What’s not so good about MLE in the present context?

During the model selection phase of the estimation of the UIP
model, the following model was considered:

∆st+1 = α + β (ft ¡ st) + γ0∆st + γ1∆st¡1

+γ2∆st¡2 + γ3∆st¡3 + ut+1,

E
h
u u

0
i
= σ2Σ with Σ¡1 = σ2γ0R (p) ,

R (p) is the AT(p) autocorrelation matrix (with parameters
p),

γ0 is the variance of the process AT(p),

σ2 is a constant which does not depend on the other parameters
of the model.
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The variance γ0 of the process is calculated as follows. Let eL
be the Choleski decomposition of R = eLeL0, γ0 is determined by
the last element eL¡1

γ0 =
£
lT,T

¤2
, where eL¡1 =

0BBB@
l1,1 0 ¢ ¢ ¢ 0
... . . . . . . ...
... . . . . . . 0

l1,T ¢ ¢ ¢ ¢ ¢ ¢ lT,T

1CCCA .

The grid of the surface of ¡L, where L is the likelihood (or
rather its projection, after concentration, on two of the four pa-
rameters of the AT process) was (we are now trying to find the
minimum on this surface)
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What’s wrong with this picture?

1. The likelihood surface is clearly not convex,

2. there are local minima,
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3. the surface seems to drift off to some minima at the boundary
A = 1.4, C = 0.7, as C ¡! 0, the R ¡! IT , i.e. to where
the AT specification becomes moot.

4. If one had tried to find the minimum of ¡L using the usual
algorithms quasi-Newton methods, one would have generally
ended up at the boundary unless one had started in the at-
tractor basin of the local minimum at A = 0.8.

2.1.1 Issue: model selection

² When attempting to model a dynamic relationship, theory of-
ten suggests a set of variables that may explain the dynamics,
but does not specify the lag length at which their influence
becomes insignificant: i.e. there is an issue of model selection.

² The customary procedure is general to specific, eliminating
lags that do not contribute significantly to the fit. A well
known consideration is that starting with an oversupply of
lags reduces the number of degrees of freedom (which is a
problem with, say, annual data) and potentially introduces
a source of near-collinearity. Hence, one tends to disbelieve
t-statistics in long lagged specifications and rely on F-tests
when assessing which lags can be safely dropped.

² In the context of the AT residuals, the AT specification at-
tempts to model the general decay of the ACF of the series,
but this does not exclude the possible presence of an addi-
tional short term dynamics. A typical example with one ex-
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planatory variable would be

yt+1 = α +
¡
β1∆yt¡1 + ¢ ¢ ¢ + βp∆yt¡p

¢
(3)

+
¡
γ1∆xt¡1 + ¢ ¢ ¢ + γq∆xt¡q

¢
+ δ (yt ¡ xtβ) + ut+1,

with u following an AT process.

Implication for the estimation of AT dynamics Since, in
the early stages of model selection, one can expect a fair amount
of near-collinearity and poor discrimination of the likelihood sur-
face, one would be ill-advised to focus exclusively on the value
of the parameters that maximises the likelihood. Obvious candi-
dates of interest are parameter values corresponding to local max-
ima. After fleshing out the dynamics, these alternate parameter
specification may turn out to correspond to higher likelihood.
Hence, one must be prepared to pursue multiple threads of

pruning the initial overspecified model. In this particular exam-
ple, the likelihood surface of the model selected at the end of the
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and

C=0.1

C=0.3

C=0.5

C=0.7

C=0.9

C=1.1

C=1.4656

C=1.8627

H=0

H=0.01

H=0.015

H=0.02
H=0.025

H=0.03
H=0.05

H=0.075
H=0.1

-415

-410

-405

-400

-395

-390

In the space (c, ω)

Additional issue: since we are performing a sequence of tests,
the size of the overall test under the final specification may have
to be adjusted.

2.1.2 The various steps of the estimation and model
selection

Let’s take (3) as the model to estimate.

² First, we would specify an over-parametrised model in terms
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of modelling the short-run dynamics so as not to omit relevant
lags.

— say

yt+1 = α + (β1∆yt¡1 + β2∆yt¡2) (4)

+(γ1∆xt¡1 + γ2∆xt¡2) + δ (yt ¡ xtβ) + ut+1,

— The data must be demeaned! (see below). After demean-
ing, (4) becomes

ỹt+1 = (β1∆ỹt¡1 + +β2∆ỹt¡2) (5)

+(γ1∆x̃t¡1 + γ2∆x̃t¡2) + δ (ỹt ¡ x̃tβ) + ut+1.

The constant has disappeared, see later what would have
happened in case one fails to take this step.

² The likelihood of the overspecified model is mapped in the
space of the p parameters of the AT process. Local and global
maxima are identified.

— One choose a grid for the four parameters (a, b, c, ω)
such as a 2 [0.8, 1.2] by steps of, say, 0.05; b 2 [0.1, 1]
by steps of, say, 0.1; c 2 [0.7, 2] by steps of, say, 0.1; and
ω 2 [0, 0.95π] by steps of 0.05π.

— Note that c > 0.5 ensures that the standard t-, F - and
likelihood ratio tests are justified asymptotically, seeHand-
book of Empirical Economics and Finance.

— This grid will be 9£ 10£ 14£ 20 = 25, 200 nodes.
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— For each node, say p = [a = 0.85, b = 0.9, c = 1.2, ω = 0.15π]
0
,

one must

1. calculate the autocorrelation function ρ (p):

ρ0 (p) = 1,

ρ1 (p) =
1¡ a [1¡ cos (ω £ 1)]

1 + b£ 1c =
1¡ a [1¡ cos (ω)]

1 + b
,

ρ2 (p) =
1¡ a [1¡ cos (ω £ 2)]

1 + b£ 2c =
1¡ a [1¡ cos (2ω)]

1 + 2cb
, ¢ ¢ ¢

2. populate the matrix R (Toeplitz matrix),

R ´

0BBBBBBB@

1 ρ1 ρ2
. . . ρT¡2 ρT¡1

ρ1 1 ρ1
. . . . . . ρT¡2

ρ2 ρ1
. . . . . . . . . . . .

. . . . . . . . . . . . ρ1 ρ2
ρT¡2

. . . . . . ρ1 1 ρ1
ρT¡1 ρT¡2

. . . ρ2 ρ1 1

1CCCCCCCA
,

one should check that this matrix is positive definite
and invertible by checking that all of its eigen values
are strictly positive. If the smallest eigen value is close
to zero, one is close to the boundary of invertibility
(which corresponds to the unit root). If R is close to
singular, the numerical inversion may be plagued with
rounding errors. One may want to stay away from this
boundary.
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3. Choleski decompose R : find the matrix eL such that
R = eLeL0,

eL =

0BBB@
l1,1 0 ¢ ¢ ¢ 0
... . . . . . . ...
... . . . . . . 0

l1,T ¢ ¢ ¢ ¢ ¢ ¢ lT,T

1CCCA .

Such matrix exists if R is strictly positive definite.
Packages such as Matlab will have a routine to per-
form this decomposition.

¤ ¢ Note that the software routinemay provide amatrix
which is upper-triangular

L =

0BBB@
l1,1 ¢ ¢ ¢ ¢ ¢ ¢ l1,T
... . . . . . . ...
0 . . . . . . ...
0 ¢ ¢ ¢ ¢ ¢ ¢ lT,T

1CCCA .

If one transforms the the data, sayx = [x1, x2, . . . , xT ]

with an upper-triangular matrix, the result is

ex = Lx =
26664
l1,1x1 + l1,2x2 + ¢ ¢ ¢ + l1,TxT

l2,2x2 + ¢ ¢ ¢ + l2,TxT
...

lT,TxT

37775 ;
i.e.. the transformation by an upper-triangular ma-
trix produces an array that include contemporary
and lead data (not expectations, the exact values
themselves!).
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¢ Likewise, the transformation of the data by a lower-
triangular matrix yields an array that includes only
contemporary and lagged data, hence it is appropri-
ate for prediction.

¢ When a package produce upper-triangular Choleski
decomposition, one only need to transpose the ma-
trix to obtain the lower-triangular equivalent.

4 Construct the correlation removing matrix A by in-
verting eL and normalising it by the lower right coeffi-
cient denoted lT,T for emphasis:

eL¡1 =

0BBB@
l1,1 0 ¢ ¢ ¢ 0
... . . . . . . ...
... . . . . . . 0

l1,T ¢ ¢ ¢ ¢ ¢ ¢ lT,T

1CCCA
A =

1

lT,T
eL¡1.

This element has the interpretation that

γ0 =
£
lT,T

¤2
,

i.e.lT,T is the square root of the unconditional variance
of xT .

¤ ¢ It will also be convenient to refer to the following
structure of A

A =

µ
¤ 0

¡α0 1

¶
with α0 ´ (αT¡1, ¢ ¢ ¢ , α2, α1) .
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5 Transform both sides of the regression (5) by apply-
ing A to the data. Let ỹ ´ [ỹ1, ¢ ¢ ¢ , ỹT ]

0
, B1 (ỹ) ´

[NaN, ỹ2, ¢ ¢ ¢ , ỹT¡1]
0
be lagged ỹ (B stands for back-

shift operator), B¡1 (ỹ) ´ [ỹ2, ¢ ¢ ¢ , ỹT , NaN]
0
, ∆ỹ ´

ỹ ¡B1 (ỹ), (we are abusing notations)

AL¡1 (ỹ) = β1A∆ỹ+ ¢ ¢ ¢+ δA (ỹ ¡ x̃β) +AL¡1 (u) ,

(6)

¤ ¢ Some observations have to be trimmed so that all
vectors are compatible. If the initial sample had,
say, 210 observations, with one lead variable, and,
say, three lagged ones, four observations would have
to be trimmed. This means that the matrixA, and
therefore R, must be 206£206. Hence, the correla-
tion function must be generated up to lag 205 (plus
the zero lag).

¢ Note that the covariance matrix of ε ´ AL¡1 (u) is
proportional to the relevant identity matrix. This
is the payoff of the procedure: we are back in the
canonical framework where the residuals ε are in-
dependent of the explanatory variables.

¢ Had we not demeaned the data, the transformation
would have introduced a variable A1T . This vari-
able would have appeared in the regression (6) as a
disturbance term.

¢ Note that, after demeaning, regression (6) has no
constant term as the transformation A is linear.
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¢ Also note that the linear nature of the transforma-
tion means that the coefficients are the same in the
transformed and untransformed regressions.

6 Compute the quasi log-likelihood (concentrating with
respect to β̂ and σ̂) L as

L (p) = ¡ log
¡
det

¡
z0R¡1 (p)zR (p)

¢¢
¡T (1¡ log (T )) ,

where β̂ (p) =
¡
X 0R¡1 (p)X

¢¡1
X 0R¡1 (p) ỹ,

and z ´ ỹ ¡Xβ̂ (p) .

The surface we have seen where drawn for ¡L (p).

² Once the surface is gridded, its local and global maxima are
identified; let’s say that parameters p̃1Uand p̃

2
U are identified

as corresponding to local maxima.

² From each of these local maxima on the grid, perform a
Newton-Ralphson iteration method to sharpen the location
of the local maxima.

— Let’s say that parameters p1Uand p
2
U are identified as cor-

responding to these local maxima, with corresponding
RSS: RSS1U and RSS2U , where the subscript U stands
for unrestricted. (the calculation of RSS is described in
the section on prediction below).

— As we had seen previously, failing to start from a point
near a local maximum is likely to result in the algorithm
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diverging to the boundaries. The grid helps us find good
starting points, and avoid missing some local maxima.

² The transformed regression (6) falls into the canonical OLS
category. Asymptotically, the usual test are justified asymp-
totically when c > 0.5.

— Under this condition, t-statistics are valid and could be
used to identify candidate lags for deletion. However, re-
call that some observations have been trimmed and that
near-collinear variables will remain so after transforma-
tion (up to the metric induced by the transformation).

— An alternative approach is to start trimming the longest
lags first (which often make economic sense).

— Select the lags to be dropped, say, ∆ỹt¡2 and ∆x̃t¡2. The
new regression is now

ỹt+1 = β1∆ỹt¡1 + γ1∆x̃t¡1 + δ (ỹt ¡ x̃tβ) + ut+1. (7)

² Repeat all the previous steps and identify the new parame-
ters corresponding to maxima. There should be normally the
same number as before located in the vicinity of the previous
ones. Say we find p1Rand p

2
R corresponding RSS: RSS

1
R and

RSS2R, where the subscript R stands for restricted.

² Perform an F -test to test for the hypothesis H0: δ2 = 0, and
γ2 = 0.
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— If H0 cannot be rejected, these lags may be dropped and
further pruning should continue.

— IfH0 can be rejected, one may have reached the final stage
of this particular thread of pruning.

— In that case, one has to look at the results to see if they
make sense.

— One has to apply the usual battery of diagnostic tests
(RESET, Breusch-Godfrey, ..). It is also advisable to in-
spect visually the residuals for any left-over pattern, check
for the stability of parameters, and for out-of-sample pre-
dictions, and generally speaking use common sense.

The likelihood hypersurface As you must have realised, we
take the likelihood to be a function of the 4-AT parameters. In
fact, the likelihood is also a function of the coefficients of the
regression as well. If there are, say, 3 coefficients to estimate plus
σ2 the variance of the residuals, it wouldmean having to represent
a surface in a 4+3+1+1 = 9 dimensional space!
Fortunately, we are only interested in the set of parameters

which maximise the likelihood. Elementary econometrics teaches
us that, given the parameters p, the coefficients β (p) take a spe-
cific form (concentration of the likelihood). Hence the justification
for the 4-AT parameters.
All the same, we still have to represent an hypersurface in a

5-dimension space, which is a challenge. The procedure we have
adopted is to project the surface on planes corresponding to pairs
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of parameters such as (a, b), which can be visualised. The pro-
jection is for a particular point, say (a = 0.95, b = 1.1) is chosen
as the maximum of L () over all values of c and ω given (a, b):

L (a = 0.95, b = 1.1) = max
c,ω

L (a = 0.95, b = 1.1, c, ω) .

Once the visual inspection of the surface is done, it is easy
enough to locate the values of (c, ω) which corresponds to this
maximum.

2.1.3 Prediction and forecasting

Prediction Suppose that, after the model selection stage, the
model has been specified as

y =Xβ + u, with u » AT process (p) .
After estimation of the coefficients of the regression β̂ and of the
parameters p̂, the estimated correlation removing matrix A (p̂)
can be constructed. The predicted residuals arebu = y ¡Xβ̂.

However, these residuals have a predictable part. We know that
there exist a white noise process ε such that

Au = ε.

Let

u =

26664
u1
u2
...
uT

37775 , A =

26664
a1,1 0 ¢ ¢ ¢ 0

a2,1 a2,2
. . . 0

... ... . . . ...
aT,1 aT,2 ¢ ¢ ¢ aT,T

37775 .
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Then

8t = 1, , T, at,1u1 + at,2u2 + ¢ ¢ ¢ + aT,tut = εt,

=) ut =
εt ¡ (at,1u1 + ¢ ¢ ¢ + aT,t¡1ut¡1)

aT,t
.

The predictable part of ût is related to the part below the principal
diagonal of the matrix A, normalised by the principal diagonal
elements. Let Apred be this matrix defined as

Apred ´ ¡A¡1
diagA

¡1
diag,

where A¡1
diag ´

26664
1/a1,1 0 ¢ ¢ ¢ 0

0 1/a2,2
. . . 0

... ... . . . ...
0 0 ¢ ¢ ¢ 1/aT,T

37775 ,

and Alt ´

26664
0 0 ¢ ¢ ¢ 0
a2,1 0 . . . 0
... ... . . . ...

aT,1 aT,2 ¢ ¢ ¢ 0

37775 .

Note that only data up to time t¡ 1 are used to predict ut. The
prediction for y, by, is given byby =Xβ̂+Apred (p̂) bu.
The distilled residuals, the residuals from which the predictable
dynamics has been removed arebε ´ y ¡ by.
The RSS of the regression is

RSS = bε0bε.
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It is NOT h
y ¡Xβ̂

i0 h
y ¡Xβ̂

i
,

as this would miss the predictable part of the dynamic of the
residuals.
Another equivalent, but more compact way, of calculating the

distilled residuals is by noting that

bε = A¡1
diag (p̂) bu.

Forecasting The technique for forecasting is the same as for
prediction. The matrix A must be constructed with a dimen-
sion compatible with the prediction horizon. The lower trimmed
matrix Apred must have a 0 principal diagonal for a 1-step fore-
cast, the next diagonal also equal to zero for a 2-steps forecast,
and generally have enough zero-diagonals as to ensure that only
observable data is used for the forecasting.

AT prediction and AR representation The best predictor
for an AR process is given by its PACF.
Suppose the ACF of an AR(p) process is the vector ρ. The

PACF,α, of the process is given by solving recursively the system
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of equation

8q = 1, . . . , p,

26664
ρ1
ρ2
...
ρq

37775 =
26664

1 ρ1 ¢ ¢ ¢ ρq¡1
ρ1 1 . . . ...
... . . . . . . ρ1

ρq¡1 ¢ ¢ ¢ ρ1 1

37775
26664

A0
...

Aq¡1
αq

37775 ,

α ≡

264 α1
...
αp

375 .

The MSE minimising predictor for this process is

x̂t = α1xt¡1 + α2xt¡2 + ¢ ¢ ¢ + αpxt¡p.

This predictor uses a fixed coefficient distributed lags polynomial.
For the AT process, the corresponding predictor would also

use a distributed lags polynomial, but whose coefficients are time
varying and exploiting the whole available sample of observations,
not cutting off after some given lag length!


